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HSIBTM – A New Interoperable, High-Bandwidth, Low-Latency Bus based on Cabled PCI Express 

This paper introduces the HSIB bus, a new higher-bandwidth, lower-latency instrument control bus. HSIB 
extends cabled PCI Express to solve high-performance test problems by defining how multiple PCs and/or 
instruments can transfer data. This paper covers HSIB technical and business benefits, challenges of 
standardizing cabled PCI Express, HSIB physical and software layers, early prototype benchmarking 
results, and future direction. For more information on cabled PCI Express, please see Cabled PCI Express 
as a Standard Interface for Virtual and Synthetic Instruments white paper. 

HSIB Industry Drivers 

The complexity and performance of devices under test (DUTs) are rapidly increasing in consumer 
electronics, communications, aerospace, military, and many other industries as more disparate 
technologies converge into single devices. At the same time, there is constant pressure to reduce the test 
times and costs of these DUTs. Complexity and performance benefit from a higher-bandwidth and lower-
latency bus between the PC and DUTs. For example, stimulus waveforms are denser and more complex, 
which results in larger data transfers that, in some cases, can approach a terabyte of data. Spectrum 
analyzers and scopes capture multigigabit streams that require complex analysis or triggering conditions on 
the PC. Because of its higher performance, HSIB reduces the data intensive test times in applications such 
as spur searches, spectrum analysis, and S-Parameter tests. Its lower latency allows HSIB to control the 
timing for many applications. The recent release of cabled PCI Express in January 2007 by the PCI Special 
Interest Group (PCI-SIG) provides a unique opportunity to develop a new industry standard based on a 
high-performance system bus. The goal of the HSIB specification is to extend cabled PCI Express to meet 
the requirements of current and future complex DUTs.  
 

“Oscilloscope bandwidth requirements have increased over five times during the past five 

years. The majority of the applications have grown in complexity, requiring larger amounts 

of memory and faster sample rates for accurate analysis. As the requirements for memory 

depth and sample rate increase, so has the importance of faster data transfer,” says David 

Graef, chief technology officer at LeCroy. “LeCroy has always been on the forefront of new 

technologies. Partnering to develop the HSIB specification will allow us to offer our 

customers the fastest signal throughput in the industry.” 

Another key HSIB link benefit is the ability to have multiple processors in one system. Whether that system 
is a measurement and automation system or a general-purpose computing system, having more than one 
processor provides for parallel processing and software specialization. For example, in measurement and 
automation systems, one processor can control the device I/O while another processor analyzes the data 
and a third manages presentation, reporting, and scheduling. In addition to serving instrumentation 
applications, the HSIB specification addresses the high-performance networking needs of many 
multicomputing applications. In these applications, HSIB links are used as a high-performance networking 
technology. With HSIB links, multiple computers can transfer data directly with little overhead and/or 
communicate with other computers using the familiar TCP/IP protocols. When using TCP/IP, high-speed 
cabled PCI Express computer connections appear to the operating systems and application software as if 
they are extremely fast Ethernet ports. 
 

“One Stop Systems is very excited about the proposed HSIB specification. It provides high 
data throughput and low latency that is crucial to many multicomputing environments,” 

http://zone.ni.com/devzone/cda/tut/p/id/3072
http://zone.ni.com/devzone/cda/tut/p/id/3072
http://zone.ni.com/devzone/cda/tut/p/id/3072
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says Steve Cooper, president and CEO, One Stop Systems. “This is similar to 10 Gb/s 
Ethernet, except at higher performance and lower costs since it leverages off-the-shelf 
integrated circuits. With HSIB software support, including One Stop Systems ExpressNet, 
it will become an enabling technology for systems that must distribute processing functions 
across many CPUs.” 

 
Current Instrument Control Interfaces 
GPIB has been serving the instrumentation industry for more than 30 years as the standard interface, 
sending data from a stand-alone instrument to a PC as well as exchanging data among stand-alone 
instruments. When introduced, GPIB was the state-of-the-art technology with a maximum data transfer rate 
of 8 Mb/s. The maximum GPIB data rate increased to about 64 Mb/s in 2003 with the release of HS 488. 
USB, LAN, and LXI are popular PC peripheral buses that provide higher bandwidth (in other words, 480 
Mb/s and 1 Gb/s, respectively) but with longer latencies compared to GPIB. With Moore’s law and the 
dramatic increase in PC computing power, the need to transfer even more data was imperative, forcing a 
shift from peripheral buses to system buses (see Figure 1).  
 

 
 

Figure 1. PCI Express provides the highest bandwidth and lowest latency. 

The use of peripheral bus technologies such as HS488, USB, LAN, and LXI as high-speed interconnects 
may not meet the high-bandwidth, low-latency needs of current or future higher-end, data-intensive DUTs. 
Figure 1 compares the bandwidth and latency capabilities of various industry-standard buses. As shown, 
PCI Express has the industry’s best bandwidth and latency specifications; however, until recently it was 
implemented only on backplanes. In January 2007, PCI-SIG, developers of the PCI and PCI Express 
specifications, announced the PCI Express External Cabling 1.0 specification, which extends PCI Express 
architecture “outside the box.” Cabled PCI Express is a cabled serial bus used for high-performance 
interconnection of system components. Because the HSIB specification, which is an extension of cabled 
PCI Express, is based on PCI Express, it provides a scalable, high-bandwidth, low-latency bus. The 
possibility of extending PCI Express over a cable creates opportunities in high-performance test and 
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general-purpose computing applications that can use one or more processors for processing and analysis 
(see Figure 2). Most of today’s high-end box instruments typically use PCI or are migrating to PCI Express 
internally. But they lack a standard high-bandwidth low-latency bus “out the back” to connect with a PC. 
The addition of the HSIB specification offers another complementary bus option for box instrument vendors. 
 
 
 

Figure 2. HSIB links extend cabled PCI Express to develop high-bandwidth, low-latency test and 
multiprocessor systems. 

 

HSIB – A New Standard 

Aeroflex, LeCroy, National Instruments, and One Stop Systems started working together in early 2007 to 
produce a draft specification for HSIB. The vision statement for the HSIB standard is: 
 

“The HSIB standard is built on existing PCI Express standards and extends the 
functionality to allow systems to be connected into a low-latency, multigigabit data rate 
network that provides both the point-to-point and networking capabilities required by 
modern, data-intensive instrument and computer applications.”  

 
The primary goals of the HSIB standard are: 
Å Extend PCI Express to provide point-to-point and networking capabilities for both instruments and 

general-purpose computers 
Å Define hardware and software specifications to ensure highly interoperable devices 
Å Provide an excellent user experience through ease of use, with the long-term goal of providing full 

plug-and-play connectivity 
Å Maintain maximum commonality with PCI Express Base and External Cable specifications and 

PICMG 2.14 
Å Complement other existing bus standards (PXI, CompactPCI, VXI, LXI, IEEE-488, Serial RapidIO 

(sRIO), and so on)  
Å Build on existing PICMG standards and hardware that are already successful 
Å Provide high bandwidth, low and deterministic latency 
Å Use existing instrument and general computer driver models 
Å Incorporate future improvements beyond the HSIB 1.0 specification 
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Over a four-month period, this group defined the scope, developed use cases, derived requirements, and 
made recommendations on several key decision points to fill the gap between the derived requirements 
and the existing PC industry standards. These gaps and recommendations are discussed in more detail 
below.  
 

HSIB – Hardware Summary 

PCI Express was introduced to overcome the limitations of the original PCI bus. To provide the bandwidth 

required by modern, high-bandwidth devices, PCI Express was developed by PCI-SIG and began shipping 

in desktop, server, and notebook PCs in 2004. Today, most desktop and server machines from the leading 

suppliers include at least two PCI Express slots and several integrated PCI Express devices. The most 

notable PCI Express advancement over PCI is its point-to-point bus topology that provides each device 

with its own dedicated data pipeline. Data is sent serially in packets through a pair of transmit and receive 

signals called lanes. Each lane provides 250 MB/s bandwidth per direction. Engineers can select standard 

groupings of multiple lanes together to increase bandwidth to a device such as x4, x8, and x16.  

Software compatibility is of paramount importance for PCI Express. There are two facets of software 

compatibility – initialization (or enumeration) and run time. PCI has a powerful initialization model where the 

BIOS and operating system (OS) can discover all of the add-in hardware devices present and then allocate 

system resources, such as memory, I/O space, and interrupts, to create an optimal system environment. 

The PCI configuration space and the programmability of I/O devices are key concepts that remain 

unchanged within the PCI Express architecture; in fact, all OSs are able to boot without modification on a 

PCI Express-based machine. The run-time software model used by PCI is a load-store, shared-memory 

model, which is maintained within the PCI Express architecture to enable all existing software to execute 

unchanged. New software can also take advantage of some of the more advanced features of PCI Express 

that are not covered in this paper. 

Cabled PCI Express has been defined by the PCI-SIG as a form-factor extension of the PCI Express Base 

specification. Extending PCI Express from box to box and over moderate distances is the goal of cabled 

PCI Express. The cabled form factor provides a simple yet high-performance mechanism for expanding PC 

and measurement I/O. Some commercial applications of cabled PCI Express include interfaces on laptops 

or PCs to connect peripherals. Enterprise class products can use cabled PCI Express to connect to larger 

peripherals such as RAID storage systems without resorting to more costly interconnects. Cabled PCI 

Express uses cables up to 7 m long and still meets the PCI Express electrical and timing requirements. It 

leverages the traditional single PCI domain model that is commonplace in the PC market today. However, it 

doesn’t define how to connect multiple PCI domains together, and the PCI domains do not have a 

standardized method of sending messages and streaming data to and from each other. The key gaps 

between cabled PCI Express and HSIB requirements are listed below: 

Å PCI domain clock isolation 
Å Nontransparent bridge (NTB) topology 
Å Discovery 
Å NTB driver configuration 
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Å Software stack and protocols 
 
The HSIB specification builds on these successful technologies created by PCI-SIG to create a high-

performance and low-cost connectivity solution for multicomputer systems. The HSIB specification 

incorporates additional features for inter-PCI domain communication to link high-performance systems with 

relative ease through the use of nontransparent bridges (NTBs). It also defines how to isolate the multiple 

clock domains that are presented by two or more independent PCI domains. It allows many standard 

systems available today to be adapted to the HSIB specification, minimizing implementation effort and 

maximizing flexibility of current designs. Additionally, the HSIB specification defines the location of the 

NTBs to use off-the-shelf standard cables, connectors, and switches. 

The HSIB specification identifies two main device types – Type A and Type B (see Figure 3). Type A 

devices are typically simple PCI Express endpoints, either as a single device (logically the same as a plug-

in PCI Express card) or a switch that may fan out to other PCI Express endpoints (such as a PXI or PXI 

Express chassis and associated PXI modules). All Type A instruments use the same PCI domain clock as 

the system host. The Type A device is a regular PCI Express endpoint, does not have a local CPU, is part 

of the system host’s PCI domain, and is connected directly or with a transparent switch or bridge.  

 

 

Figure 3. HSIB System with (from left) System Host, Type A Device, and Type B Device 
 
A Type B device has an independent PCI domain that includes a local PCI Express bus, CPU, memory, 

I/O, and a PCI Express root complex. In this case, an NTB is required to link the two PCI domains together. 
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The NTB provides a number of basic services, including mapping memory windows across the bridge and 

passing interrupts from one PCI domain to the other. The NTB also isolates the bus timing clocks of the two 

PCI domains. The Type B device can operate independent of the system host. Type B device examples 

include PC-based devices such as oscilloscopes or high-speed waveform generators. In Figure 3, the Type 

B local CPU owns the root complex to which the I/O is connected. This ownership requires that the local 

CPU on the Type B device and the system host have a standardized way of discovering and 

communicating with each other because they are separated by an NTB. Finally, the PCI Express switch is 

not needed when only one Type A or Type B is connected to the system host. If more than one Type A or 

Type B device is required, a PCI Express switch is used. For a few devices, the PCI Express switch 

typically resides on a PCI Express plug-in card in the system host. For three or more devices, the PCI 

Express switch typically resides in an external box (as shown in Figure 3). 

Nontransparent Bridging 
A key aspect of the HSIB specification is the use of industry-standard NTBs. Industry-standard PCI (and 
thus PCI Express) is a multidrop bus that is intended for computer applications where the host processor 
controls the entire system (single PCI domain). In the PCI architecture, system designers use bridges to 
expand the number of possible PCI slots. 

At power-up, the host performs device discovery to determine which devices are present and configures 
them with the system resources they request (for example, memory space, I/O space, or interrupts). The 
PCI specification defines standard PCI-to-PCI bridge configurations (transparent bridging), which allows the 
host to pass through the bridges to discover all the endpoints in its PCI domain.  

An NTB is functionally similar to a transparent bridge with the exception that there are independent PCI 
domains on both sides of the bridge. The host on one side of the bridge does not have the visibility of the 
complete memory or I/O space on the other side of the bridge. Each processor considers the other side of 
the bridge as an endpoint and maps it into its own memory space as an endpoint. 

In the nontransparent bridging environment, PCI Express systems need to translate addresses that cross 
from one memory space to the other. The NTB also allows CPUs on each side of the bridge to exchange 
information about the status through scratchpad registers and doorbell registers that provide the following 
functions: 

Scratchpad registers – These provide a means of communication between two processors over an NTB. 
They are readable and writeable from both sides of the NTB. The number of scratchpad registers varies 
across different NTB implementations. Software can access these registers in either memory or I/O space 
from both sides of the bridge. The registers can pass control and status information or they can be generic 
read/write registers. The HSIB specification defines scratchpad register usage so that initial address 
translation configuration can occur. 

Doorbell registers – These send interrupts from one side of the NTB to the other. These are software-
controlled interrupt request registers with associated masking registers for each interface on the NTB. 
Software can access these registers from both sides of the bridge in either memory or I/O space. An 
interrupt is asserted on the primary interface whenever one or more of the bits in the request register are 
set and their corresponding mask bits are zero. The HSIB specification defines how to use doorbell 
registers for specific purposes such as indicating completion of a data transfer. 
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PCI Domain Clock Isolation 
PCI Express allows for spread-spectrum clocking (SSC) as a method to reduce radiated emissions. SSC is 
an intentional modulation of the base clock or data frequency, gradually increasing and decreasing the 
frequency and period of the clock. High-speed serial data interfaces typically use a local precision clock as 
a reference for generating the serial data stream. These clocks are typically 300 ppm or less in frequency 
stability. PCI Express requires a data rate tolerance of ±300 ppm between transceivers in a link. However, 
the modulation of the local clock reference, or REFCLK in PCI Express nomenclature, adds a deviation of 
greater than 300 ppm to the 2.5 Gb/s data signals. Therefore, links may not work if each device uses an 
independent REFCLK source. PCI Express form factors typically handle this by distributing copies of an 
SSC-enabled REFCLK to all PCI Express devices in a system. This allows each device to maintain the 
±300 ppm stability relative to the device at the other end of a link. The HSIB specification allows for the 
connection of multiple computers or instruments in which each system maintains its own internal REFCLK. 
Clock isolation is critical to enable multiple computer systems to communicate within an HSIB environment 
without redesigning existing hardware. 

HSIB Cables and Connectors 

The HSIB specification uses the PCI Express External Cabling Specification Rev. 1.0 released on January 

4, 2007. The cabled PCI Express specification defines the cables, connectors, and electrical and timing 

specifications. The connectors are locking with a pull-to-release mechanism (see Figure 6). The HSIB 

specification uses x4 or greater standard PCI Express cables with no changes to connectors or cables. It 

supports x1 links but still requires a x4 connector for better interoperability. 

 

Figure 6. The HSIB specification uses cabled PCI Express x4, x8, or x16 connectors. 

Instrument Timing and Synchronization 

With HSIB latency in the low tens of microseconds, HSIB software synchronization, triggering, and timing 
are adequate for many applications. Because the cabled PCI Express connector pinout does not provide 
any spare pins that the specification can use for timing and triggering extensions, the HSIB specification 
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does not address hardware synchronization, triggering, or timing for instrumentation. This ensures it can 
take advantage of future PCI Express improvements and use off-the-shelf, low-cost cabled PCI Express 
connectors and cabling. It is envisaged that each instrument vendor will use a hardware triggering and 
clocking mechanism best suited for each instrument. 

HSIB Software 

The HSIB host software stack can be split into three distinct layers (see Figure 4): 

 Physical layer 

 HSIB kernel layer 

 HSIB user layer 

 

 

 

Figure 4. The HSIB host software stack provides flexible interoperability for test and measurement and 

general-purpose applications. 

 

Layer 1 – Physical Layer 
The physical layer comprises the main functionality to set up and communicate with the physical NTB. This 

consists of the physical NTB, a driver for the NTB, and PCI Express enumeration.  
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The host BIOS and OS typically does PCI Express enumeration. Different BIOSs and OSs implement this 

functionality using slightly different behavior. Typically, the OS provides an interface for a device driver 

developer to find and discover the hardware. The HSIB specification defines how the system host BIOS 

and OS discovers the necessary Type B information to configure the NTB driver. The OS can then use the 

NTB driver to enumerate the NTB. 

The NTB driver provides access to the physical device. This driver abstracts common operations such as: 

 Input/output register access 

 Doorbell register access 

 Interrupt handling 

 Address translation configuration 

Layer 2 – HSIB Kernel Layer 
This layer ensures the bus operates as an instrument control and data transfer link. This consists of a 

PICMG 2.14 protocol stack with additional HSIB extensions for discovery and identification.  

PICMG 2.14 Specification Overview – The purpose of the PICMG 2.14 specification is to: 

 Support up to 4096 nodes communicating in a single global PCI memory address space 

 Occupy Layer 2 (data link) of the OSI Network Model 

 Allow for dynamic discovery and configuration of network elements 

 Emulate broadcast and multicast capabilities to allow higher-level network protocols to operate via 

this data link layer 

 Accommodate compact PCI hot-swap capabilities 

 Provide for fault detection, containment, and notification in a high-availability environment 

 Allow extensions in subsequent versions of this specification that take advantage of additional 

hardware features 

 Ensure interoperability among all vendors complying with the specification 

The PICMG 2.14 specification defines a MultiComputing Network (MCNet) designed to work over 

CompactPCI (see Figure 5). Because PCI Express is software transparent with PCI, this specification fully 

applies to PCI Express. The MCNet is composed of one system node and multiple peripheral nodes. In the 

HSIB specification, the system node corresponds to the system host while a peripheral node corresponds 

to a Type B device. 
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Figure 5. System View of MultiComputing Network 

The PICMG core defines the basic header, packet, and payload transfer mechanism. The HSIB extension 

adds an HSIB-specific header in the data segment of the first data packet of each transfer. This packet 

defines the message as a control or data message, with the control messages being further divided into: 

 Query status 

 Status response 

 Query capabilities 

 Capabilities response 

 Clear  

 Acknowledge clear 

 DMA transfer setup 

The PICMG 2.14 specification does not address NTB hardware setup and configuration. The most 

important portion of setup and configuration is the address translation setup. Thus, the HSIB specification 

also includes additional information about initial steps for PICMG 2.14 discovery.  

Layer 3 – HSIB User 
Layer 3 consists of many options for user-mode APIs to meet the varied needs of different applications. 

The protocols to include in the HSIB specification – and whether they are required or recommended – have 

not been determined in the Figure 4 example. The following protocol options are shown starting on the right 

side of Figure 4.  

HSIB User API – The HSIB User API is a lightweight API to perform basic HSIB and/or PICMG 2.14 

communication from an application. This provides a simple yet common set of functions supported on both 

the host and device to ensure users have a known good communication path. 
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IEEE 488 –This layer adds commands to the base HSIB protocol that IEEE 488-compliant instruments 

understand. The HSIB 488 software defines how to apply IEEE 488.1 and 488.2 state machines to the 

HSIB communication protocol. The capabilities query determines if an HSIB device is IEEE 488-capable, 

and, if so, its IEEE 488 capabilities. 

TCP/IP – The TCP/IP layer is a way to connect the HSIB kernel layer to an OS-specific Ethernet adapter. 

TCP/IP packets are embedded into PICMG 2.14 packets as defined in the PICMG 2.14 specification. 

Existing applications that use TCP/IP for device communication should work without changes. 

DMA – The DMA element provides an abstraction layer between the upper layers of software and the 

actual DMA hardware. This creates a known messaging interface for initiating DMA transfers between Type 

B devices and the system host. 

OEM/Other API – The OEM/Other API is reserved for manufacturers and future HSIB specifications. It is 

intended to allow manufacturers to implement proprietary interfaces and the HSIB specification to add 

extended interface capabilities. 

DDT – Direct Data Transfer (DDT) resides in layer 3 of the HSIB stack. Its purpose is to implement the 

functions necessary to provide a low-overhead, low-latency data transfer protocol. It uses the PICMG 

2.14/HSIB layer for initial hardware discovery and configuration. It then provides a mechanism to configure 

specific read/write data buffers and buffer descriptors, create a logical connection between two CPU 

elements, transfer data, and notify the sending unit that the data was received. 

VISA – Virtual Instrument Software Architecture (VISA) is a software API that provides a bus-agnostic 

interface because VISA is also defined for GPIB, Ethernet, and USB. Implementing the VISA API for HSIB 

software offers an easier software transition to this new high-speed bus architecture.  

Manufacturer Extensions – Manufacturer extensions are optional software functions intended to allow any 

additional capabilities, wrappers, or extensions to be added to the APIs as required to support specific 

instruments or operational functions. 

Early HSIB Benchmarks  

A key area to ensure the success of the HSIB standard lies in benchmarking. Benchmarking early and 
often helps to ensure that the bandwidth and latency, the two key measurements in HSIB benchmarking, 
approach their theoretical limits. To continually benchmark HSIB performance, a benchmarking system was 
developed using early hardware prototypes (see Figure 7). 
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Figure 7. Benchmark System Block Diagram 

The benchmark system consists of a system host and a Type B device. The system host is an NI PXI-8351 
rack-mount controller. The Type B device is an NI PXIe-8130 embedded controller in an NI PXIe-1062 
chassis. The summary specifications of both systems are listed in Table 1. The software on both systems 
includes a modified version of NI-VISA and a modified version of NI core driver services. These 
modifications allowed for mapping a BAR region in write-combined mode, as well as allocating contiguous 
memory to receive the HSIB data transfer.  

System component System host Type B device 

CPU 3.0 GHz dual-core Intel Pentium 
D processor 830  

2.3 GHz dual-core AMD Turion 64 
X2 processor 

Memory 512 MB dual-channel DDR2 RAM 1 GB dual-channel DDR2 RAM 

System chipset Intel E7230 chipset NVIDIA MCP55 Pro 

PCI Express cabling card NI PCIe-8372, 2-port, x4 MXI-
Express 

Modified NI PXIe-8370, x4 MXI-
Express 

Table 1. Benchmark System Specifications 

Benchmarking Methodology 

Bandwidth varies with the transfer size, so it is important to benchmark bandwidth across a full spectrum of 
transfer sizes. A transfer through a HSIB link is essentially a memory copy or set operation. For the 
purposes of benchmarking the link, the following process is used: 

1. Copy the set amount of data 
2. Signal an interrupt to the receiver 
3. Wait for an interrupt from the receiver to acknowledge the data has been accepted 

The following pseudocode is representative of the actual benchmark application. 

Transmit side pseudocode: 

for ( int  i = 1; i < 2^21; i*=2)  // loop through transfers from 1 byte to 2 MB  

{  

 startTimer();  



HSIB white paper v1_0.doc  Page 14 of 15 

 memset(translatedBarAddress, "@", i);  //memset is sufficient to use for a benchmark  

 signalTransfer Complete();  // signal a doorbell register on the receiver  

 waitForReceiverAcknowledge();  // wait for the receiver to acknowledge the data  

 stopTimer();  

 calculateThroughput();  

}  

Receive side pseudocode: 

for ( int  i = 1; i < 2^21; i*=2)  

{  

 waitForDataTransfer Interrupt();  // receiver waits for  

 // note that there is a missing memcpy here.  This benchmark is intended  

 // to benchmark the link, but not benchmark the Type B deviceôs ability to  

 // copy memory.  

 sendAcknowledge();  // acknowledge that the data was  received  

}  

Benchmarking Results 

Initial HSIB benchmarks using the aforementioned methodology indicate real-world bandwidth of 620 MB/s 
(see Figure 8). This compares with a real-world bandwidth of ~830 MB/s for cabled PCI Express using 
transparent bridges to PCI Express endpoints. Future improvements to HSIB bandwidth benchmarks 
include: 

 Reducing the number of PCI Express bridges/switches 

 Choosing PCI Express switches with lower latency 

 Leveraging MSI support 

 Using a hardware DMA source 

 Moving full implementation into a kernel mode driver 

 Increasing PCI Express maximum payload size 
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Figure 8. HSIB throughput benchmarks are close to PCI Express. 
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There are two different measurements for latency in HSIB links – one-way and round trip. One-way latency 
is the time it takes to move a single byte across an HSIB link and signal a doorbell interrupt. Round-trip 
latency is the time it takes to move a single byte across an HSIB link, signal a doorbell interrupt, and wait 
for an acknowledgement interrupt. One-way latency is indicative of the latency of the bus itself, while round-
trip latency is indicative of the time it also takes to respond to a short message. Round-trip latency is 
dependent on interrupt latency in both the transmitter and receiver systems. Initial benchmarks indicate 
one-way latency of 23 µs and round trip latency of 77 µs. Latency was benchmarked in the user mode 
using VISA to communicate with the Type B device, handle interrupts, and write doorbell registers. The 
round-trip latency may be improved with a full kernel-mode implementation, thus avoiding a user-to-kernel 
transition.  

Future Improvements 

Future improvements to the HSIB specification will be based on industry standards and requirements. 
These probably will include PCI Express Gen 2 signaling (5 Gb/s), which doubles the speed of HSIB links, 
and fiber-optic cabling, which allows longer cabling distances with improved electrical isolation and noise 
immunity.  

HSIB Summary and Next Steps 

The HSIB specification extends cabled PCI Express to ensure a high-bandwidth, low-latency bus. This will 
meet the needs of test systems for complex, data-intensive DUTs as well as the needs of general-purpose 
applications for networked computers. The HSIB specification is software-compatible with PCI, making it 
software-transparent with all applications and OSs. HSIB hardware and software compatibility with 
mainstream general-purpose computers ensures commercial success and longevity. Early bandwidth and 
latency results are expected to improve as the specification is further defined, and the bandwidth will 
double to more than 64 Gb/s with the introduction of PCI Express Gen 2. The HSIB specification offers 
flexible software options including TCP/IP, VISA, HSIB User, and custom interfaces to meet the needs of a 
variety of applications for many years to come. 

The current draft version of the HSIB specification defines the NTB location, clock domain isolation, 
discovery, setup, and NTB configuration. DMA control, kernel and user interfaces, and resource 
management are up for further development. The HSIB companies are approaching the PXI Systems 
Alliance (PXISA) to ratify and maintain the HSIB specification starting in fall 2007. This will all the HSIB 
specification to use the existing process and resources that produced two other successful PCI-based 
industry standards – PXI and PXI Express. We expect to have the HSIB 1.0 specification released by early 
2008 with working prototypes in the first half of 2008.  

For more information, please contact: 

 Aeroflex David Poole 410-693-2561  david.poole@aeroflex.com 

 LeCroy Ashok Bruno 845-425-2000  ashok.bruno@lecroy.com 

 NI Alex McCarthy 512-683-5310  alex.mccarthy@ni.com 

 One Stop Systems Steve Cooper 760-745-9883  scooper@onestopsystems.com 

 
 


